Related papers [A-G]

A number of peer-reviewed papers besides the five included were published in the course of my research. In all cases it was felt my contribution warranted first author status. The seven related papers [A-G] all drew on the same MCDA/Annalisa-based approach and software as those submitted in this thesis. They are briefly mentioned here to give an indication of the wider scope of the research undertaken during my thesis period.

[A] **Without a reconceptualisation of ‘evidence base’ evidence-based person-centred healthcare is an oxymoron** was the third in the sequence of reconceptualisations prompted by the empirical experiences. It argues that the evidence base in person-centered care should be the unsynthesised matrix of performance rates on the person's important criteria, not the pre-synthesised option evaluations (using group average preferences) that constitute the conventional evidence base. The synthesis of performance rates with the person's importance weights should only occur at or near the point of decision.

[B] **Enhancing informatics competency under uncertainty at the point of decision: a knowing about knowing vision** writes up the probability elicitation and evaluation instrument ‘PROBER’ for the first time since the software was revised. It makes the case for healthcare providers, who routinely make clinical probability judgements, gaining insight into 'how much they know about how much they know' via visual feedback, and being able to distinguish between their calibration and discrimination competencies. This reflected an interest stimulated by the probability elicitation exercises undertaken with expert clinicians in the context of developing the IBD decision aid.

[C] **Can a Discrete Choice Experiment contribute to person-centred care?** was produced out of a concern that the need for elicitation of the individual person's preferences at or near the point of decision - and particularly the development of tools to support this elicitation - was threatened by claims in numerous studies using the Discrete Choice Experiment (DCE) approach that establishing group-level average preference results could somehow facilitate clinical decision making. (DCEs are perhaps the main technique used in health economic evaluation studies of public preferences.)

[D] **Addressing preference heterogeneity in public policy by combining Cluster Analysis and Multi-Criteria Decision Analysis: Proof of Method** took up the challenge of how individual level importance weights, such as those emerging from widespread individual use of MCDA-based decision aids, could contribute to population-level policy making by way of clustering of the preferences of individuals, including ‘persons-as-researchers’.

[E] **Bringing feedback in from the outback via a generic and preference-sensitive instrument for course quality assessment** was the result of dissatisfaction with standard forms of student feedback in teaching and the realisation that a dually-personalised course assessment instrument could be developed, providing a Student Reported Outcome Measure (STROM) equivalent to MyDecisionQuality as a Patient-Reported Outcome Measure (PROM), for formative but, possibly, also for summative use.
[F] Health informatics can avoid committing symbolic violence by recognizing and supporting generic decision-making competencies argues that failing to recognise and exploit a widespread form of functional decision literacy, leads to the symbolic violence experienced within healthcare consultations by individuals at any and all levels of general literacy. Many highly literate persons resort to the same range of avoidant and other undesirable strategies observed in those of low basic literacy. The alternative response we propose exploits the generic decision literacy which comes in the form of the ability to access the decision-relevant resources provided by comparison websites and magazines. Our MCDA-based approach extends this approach to healthcare options and permits the incorporation of personal criterion weights in furtherance of person-centred care.

[G] Enhancing both provider feedback and personal health literacy: dual use of a decision quality measure sets out a protocol for a study to establish the feasibility of using a web-based survey to simultaneously supply healthcare organisations with feedback on a key aspect of the care experience they provide and increase the generic health decision literacy of the individuals responding. The focus is on the person's involvement in decision making, an aspect of care which is seriously under-represented in current surveys from the perspective of person-centred care. By engaging with an instrument to assess decision quality the person can, in the one action, provide a retrospective evaluation of a past decision making experience in a specific provider context and enhance their competency in future decision making in any setting.


Enhancing informatics competency under uncertainty at the point of decision:
a knowing about knowing vision

Mette Kjer KALTOFT a,1 Jesper Bo NIELSEN a Glenn SALKELD b and Jack DOWIE c

a University of Southern Denmark
b University of Sydney School of Public Health
c London School of Hygiene & Tropical Medicine

Abstract. Most informatics activity is aimed at reducing unnecessary errors, mistakes and misjudgements at the point of decision, insofar as these arise from inappropriate accessing and processing of data and information. Healthcare professionals use the results of scientific research, when available, and ‘big data’, when rigorously analysed, as inputs into the probability judgements that need to be made in decision making under uncertainty. But these judgements are needed irrespective of the state of ‘the evidence’ and personalised evidence on person/patient-important criteria is very often poor or lacking. This final stage in ‘translation to the bedside’ has received relatively little attention in the medical, nursing, or health informatics literature, until the recent appearance of ‘cognitive informatics’. Positive experience and feedback from several thousand students who have experienced exercises in assigning probabilities informs our future vision in which better decisions result from healthcare professionals – indeed all of us – having accepted that probability assignment is a skill, with the internal coherence and external correspondence of the probabilities assigned as twin evaluative criteria. As a route to improved correspondence – in the absence of the systematic recording and monitoring of real world judgments that would be the normal pathway to quality improvement - a ‘Prober’ is a set of statements to which the respondent supplies their personal probabilities that a statement is true. They receive the proper Brier score and its decomposition as analytical feedback, along with graphic representations of their discrimination and calibration, the two key components of good correspondence. Provided with estimates of their sensitivity (mean probability true for true statements) and specificity (1 minus mean probability true for false statements) they can visualise themselves as a ‘test’ when making diagnostic and prognostic judgements, thereby being given the cognitive foundation for such reflection in their clinical practice, including ‘reflection in action’. They acknowledge that an appropriate balance of intuition and analysis is required, as in Hammond’s Cognitive Continuum, and are made aware of the cognitive and motivated biases that can prevent us knowing ‘how much we know about how much we know’, with its deleterious effect on decision quality. Probability exercises, such as ‘Probers’, are proposed as an enhancement of professional courses and virtual learning environments, such as the TIGER initiative in nursing, through which the competency portfolio of all those seeking to deliver high quality person/patient-centred care can be expanded.

1 Corresponding Author: Mette Kjer Kaltoft, Health Visitor RN MPH, Research Unit for General Practice, Institute of Public Health, University of Southern Denmark, Odense 5000, Denmark E-mail: mkaltoft@health.sdu.dk
Introduction

Our vision is of the better decisions that will characterise the coming era of person/patient-centred care as a result of healthcare professionals – indeed all of us - accepting that, in decision making, we are necessarily Bayesians.[1] We accept that the assessments of the future chances which permeate decisions are ontologically personal and subjective, whatever the extent to which they are epistemologically-based on robust frequencies and however widely they are inter-subjectively agreed. All parties have rejected the temptations of right-wrong thinking, reflected in testing by non-probabilistic Multiple Choice Questions, along with the unwarranted confidence, trust and denial it often generates. Healthcare professionals treat the results of scientific research, when available, and ‘big data’, when rigorously analysed, as relevant inputs into the probability judgements that need to be made irrespective of the state of ‘the evidence’. It is accepted that competence in making probability judgements is the key to improved handling of uncertainty at the point of decision so it is part of the training and education of clinicians.

Most informatics activity is ultimately aimed at reducing unnecessary errors, mistakes and misjudgements at the point of decision, insofar as these arise from inappropriate accessing and processing of data and information. For some criteria and some conditions high-quality ‘evidence-based’ probabilities can be acquired directly or through a nomogram or ‘risk calculator’ (preferably a probability calculator). [2] But in many cases the clinician will need to use their personal belief probability judgements to remedy the absence of, or to better personalise, the available estimates.

This frequently necessary final stage in ‘bench to bedside translation’ has received relatively little attention in the medical, nursing or health informatics literature. The widespread assumption has been that this is an intuitive competence that can, and can only, be acquired intuitively, through experience. However, this ignores a significant literature on how the quality of probability judgements can be assessed, on the empirical evidence on clinician performance in this respect, [3,4] on the possible sources of limited performance, and on possible routes to improved quality. Since it will take time to overcome the institutional-professional barriers to systematic judgemental recording and monitoring in practice – the normal route to competence improvement - our vision is pessimistic in this respect. However, as part of the increasing interest in ‘cognitive informatics’, clinicians can be provided with the cognitive basis for reflecting continuously on their judgemental practice and performance, both 'in action' and outside it, [5,6] accepting that an appropriate balance of intuition and analysis is required, as in Hammond’s Cognitive Continuum, [7–9] as well as an awareness of the likely cognitive as well as motivated biases that may hinder them knowing ‘how much they know about how much they know’. [10] Probability exercises (such as ‘Probers’) are therefore an integral part of our vision, enhancing professional courses and virtual learning environments, such as The TIGER Initiative in nursing.[11]

In relation to the evaluation of probability assessments - and assessor - Kenneth Hammond and others have emphasised that two distinct criteria are relevant, and drawn attention to the fact that, for a variety of reasons, including different meta-theoretic
paradigms, the two have attracted different sets of adherents. [12] There are those who wish to judge probabilities primarily by their internal coherence and those who wish to judge them primarily by their external correspondence. The vast majority of those who emphasise coherence are pessimistic about judgemental competence, because clinicians typically perform poorly on coherence tests, such as calculating the predictive value of a test result, given the sensitivity of the test and the prevalence of the target condition. Most optimists emphasise external correspondence, arguing that abstract tests of coherence are not 'ecologically valid', [13] since the items are not representative of those that actually arise. But there are also pessimists among those who favour the correspondence criterion, doubting whether experience will be productive in the absence of quick and unbiased feedback. [14,15] The 'clinical versus actuarial' controversy, associated primarily with the name of Paul Meehl, [16] rumbles on.

1. Methods

In the case of the coherence criterion, teaching of the way in which probabilities should be combined is required. Correspondence can only be taught through probabilistic exercises with relevant feedback. A Prober is a set of statements to which the respondent supplies their personal probability that a statement such as ‘The true positive rate indicates the sensitivity of a test’ is true. The set used currently consists of 50 statements relating mainly to research methods. A variety of probability response sets are available for use in the software. A compromise between response granularity and item set size is necessary to achieve a reasonable number of observations for an individual at each probability. We currently use seven discrete probabilities: 0, 10, 30, 50, 70, 90 and 100%. Respondents are advised that they should enter their honest probabilities and in order to avoid ‘motivated biasing’, they will receive full marks for completion of the exercise. In any case, the accompanying teaching makes clear that the assessments are scored by a proper scoring rule (Brier’s) which ensures that respondent's expected score will always be maximised by reporting honest beliefs [17].

After completion the respondent can learn whether each statement was actually true or false, along with short elaborations, mainly in the case of false items. The main, analytical feedback comes in the form of the Brier score and its decomposition, [18] (Figure 1a) One key measure is that of discrimination, the difference between the average probabilities assigned to true and false items, plotted on the right and left axes respectively. (These represent the sensitivity and 1 minus the specificity of the judge interpreted as a ‘test’.) Graphically discrimination is represented by the slope of the line joining them. This can be compared with the 45 degree slope of the diagonal which indicates perfect discrimination. An associated diagram (Figure 1b) provides information relevant to the other key competence, calibration. Calibration is measured by the degree to which the ‘frequency correct’ matches ‘probability assigned’. For example, if a respondent assigned 70% to 10 statements, then perfect calibration exists if 7 of these are actually true. Deviations from 7 in either direction indicate poorer calibration. Accompanying teaching stresses that calibration should not be improved at the expense of using whatever discrimination ability is possessed.
2. Results

The latest in 35 years of Probers use has been in the Translational Health Masters course at the Sydney School of Public Health. In 2012 and 2013, 63 students responded. (Completion rates were high as the exercises were a compulsory assignment). Their Brier scores ranged from .1 to .55 (where 0 is perfect and 1 is worst possible.) The mean score of .25 (SD .08) is actually that which would be achieved by assigning .5 probability to all 50 statements, so that on average the population did no better than chance. The average sensitivity (mean probability true assigned to true statements) was 75% and average specificity (1 minus probability true assigned to false statements was 64%. Only one of the 63 had a specificity exceeding sensitivity and hence a discrimination line with a negative slope.

As in previous settings there was no indication of respondent difficulty in completing the task at a practical level. Feedback comments have been solely about the unfamiliar nature of the task, without questioning of its relevance, and mainly doubts about whether using numerical probabilities and regarding it as a skill would be acceptable ‘where I work’ because it would be disruptive of organisational routines and/or professional hierarchies

3. Discussion

Having arrived at a numerical estimate of, say, 30%, the Prober-aware health professional will recall that if all their 30%’s were monitored and collated the frequency correct should be 30%. They will be able to reflect ‘in action’ on their calibration. In relation to their whole set of judgements and outside any specific case, they can ask themselves whether they assigned a (much) higher average probability to the occasions
when the target outcome occurred, than the average assigned when it did not occur. They will be able to reflect, outside of action, on their sensitivity and specificity and overall discrimination competence.

Where is the ‘evaluation’ of Probers? Real world evaluation requires the systematic recording and monitoring of judgements that seems almost impossible in larger clinical settings. In our vision the ‘anatomy of judgment’ is taught alongside the anatomy of the human body in clinical curricula. Probers are part of the new cognitive informatics.

References


Access To obtain access to the Prober set, email jack.dowie@sydney.edu.au

Conflicts of Interest Prober is ©Maldaba Ltd; Contact: info@maldaba.co.uk . Jack Dowie has a financial interest in Prober, but has not benefited from its use in any of the specified settings. Authorship JD and MKK jointly planned the paper's structure and content. JD's first draft was extensively revised with MKK. GS and JBN also provided comments. All authors approved the final version.
Addressing preference heterogeneity in public health policy by combining Cluster Analysis and Multi-Criteria Decision Analysis: Proof of Method

Mette Kjer Kaltoft 1, Robin Turner 2, Michelle Cunich 3, Glenn Salkeld 4, Jesper Bo Nielsen 1 and Jack Dowie 5*

Abstract

The use of subgroups based on biological-clinical and socio-demographic variables to deal with population heterogeneity is well-established in public policy. The use of subgroups based on preferences is rare, except when religion based, and controversial. If it were decided to treat subgroup preferences as valid determinants of public policy, a transparent analytical procedure is needed. In this proof of method study we show how public preferences could be incorporated into policy decisions in a way that respects both the multi-criterial nature of those decisions, and the heterogeneity of the population in relation to the importance assigned to relevant criteria. It involves combining Cluster Analysis (CA), to generate the subgroup sets of preferences, with Multi-Criteria Decision Analysis (MCDA), to provide the policy framework into which the clustered preferences are entered. We employ three techniques of CA to demonstrate that not only do different techniques produce different clusters, but that choosing among techniques (as well as developing the MCDA structure) is an important task to be undertaken in implementing the approach outlined in any specific policy context. Data for the illustrative, not substantive, application are from a Randomized Controlled Trial of online decision aids for Australian men aged 40-69 years considering Prostate-specific Antigen testing for prostate cancer. We show that such analyses can provide policy-makers with insights into the criterion-specific needs of different subgroups. Implementing CA and MCDA in combination to assist in the development of policies on important health and community issues such as drug coverage, reimbursement, and screening programs, poses major challenges -conceptual, methodological, ethical-political, and practical - but most are exposed by the techniques, not created by them.

Keywords: Cluster analysis; Multi-criteria decision analysis; Preference subgroups; Heterogeneity

Background

Most health care systems are currently under pressure to reconcile the need to deliver services more efficiently and provide more personalised health care. There are a number of reasons for this pressure, including rapid technological advances in medicine and communications, aging populations, and economic crises. A key issue is how population heterogeneity should be respected in policy decisions about health and community issues such as drug coverage, reimbursement and screening. If fully individualised public health care policies are impossible and treating everyone as ‘average’ is unsatisfactory, then what sub groupings represent the optimal compromise, and how are they to be incorporated into public policy?

The case for using subgroups based on biological-clinical and socio-demographic variables to address heterogeneity is well-established in effectiveness research, with the main issues being the statistical and clinical/policy significance of such analyses. Subgrouping in cost-effectiveness is the focus of ongoing debate, largely concerning the use of particular variables for subgrouping rather than the case for subgrouping in principle. Subgrouping based on age and clinical history is widely employed in analyses for organisations determining cost-effectiveness within specific settings, such as NICE in England and Wales [1]. What remains controversial is the use of subgrouping on the basis of individual preferences or...
values, moving beyond clustering based on such concepts as patient satisfaction [2] or healthcare decision making competencies and motivations [3].

The controversy is subdued in the case of most effectiveness research, where it is accepted that key determinants of effectiveness, especially treatment adherence, may be influenced by individual preferences independent of the person’s biological-clinical or socio-demographic characteristics [4]. Little concern has been shown when the suggestion is made that clustered results from individual decision analyses might be useful inputs into group/policy decision making in some indirect and unspecified way [5,6]. The question remains as to whether the preferences of individual citizens, via preference-based subgroups, should have a formal, direct role in cost-effectiveness analysis and policy formation. This is particularly important in relation to resource-consuming decisions in collectively-funded public health services.

The case for acknowledging patient heterogeneity in preferences has been convincingly made by Sculpher in the context of menorrhagia therapy within the National Health Service for England and Wales [7], following the earlier work of Nease and Owens [8]. Sculpher confirmed that the two available interventions maximised the patient-specific QALYs for one subgroup of women; hence a strategy of offering treatment based on individual preferences at the point of care would, at least in principle, be a cost-effective public policy even in the collectively-funded system considered. This stimulated discussion about the possibility of implementing fully individual patient preference-based QALYs [9,10], a route subsequently explored by Basu and Meltzer [11-13] when developing their Expected Value of Individualised Care measure, and later by others [14-18].

However, none of these researchers seem enthusiastic about treating subgroup preferences as fundamental phenomena in driving health policy. Their implicit assumption is either that individual or subgroup preferences can be reduced to, and treated as, epiphenomena, i.e. as effectively being ‘caused’ by the biological-clinical and/or socio-demographic characteristics of the person or subgroup; or that preferences can be given policy relevance only if interpreted and processed through their associations with observable/verifiable objective characteristics of persons. The one exception, which ‘proves the rule’ - because subgrouping is not involved - is when preferences are elicited at the population level and used to produce a mean tariff applied to all individuals, as in the EQ-5D tariff used in QALY-based analyses. If it were decided to treat subgroup preferences as valid and independent determinants of public policy, a transparent analytical procedure will be needed.

The aim of this study is to present a procedure combining two analytical techniques that have not, thus far, featured in the debate: (i) Cluster Analysis (CA) which is used to generate preference subgroups, and (ii) Multi-Criteria Decision Analysis (MCDA) which provides the explicit policy framework for including clustered preferences. Our study has an empirical basis, and the data are from a large RCT about prostate cancer screening. However, the focus is on providing a proof of method for preference subgrouped public policy (via CA and MCDA). Thus the results are presented as a practical background to the discussion we hope to generate on this crucial issue. Our illustration highlights a number of issues that are likely to arise in any substantive implementation.

Methods
The two techniques used in this study, Cluster Analysis (CA) and Multi-Criteria Decision Analysis (MCDA), are separately well-established. However, their combined use in health-related research, as we propose, is innovative. We could only locate one other application of the idea, in production economics, where it was used to evaluate e-commerce enterprises [19]. Before turning to these techniques, we describe the data.

The data
For input into a public policy decision framed as a MCDA we required individual preferences from a representative sample of the population, expressed in the form of importance weights for different criteria relating to the decision. We used data from one arm of a Randomised Controlled Trial (RCT) of two online decision aids for Australian men aged 40-69 considering Prostate-specific Antigen (PSA) testing for prostate cancer, which was available and in the required format. 1

Five criteria were provided in this arm of the trial:
LOSS OF LIFETIME: Avoid losing 5-10% of individual’s remaining life expectancy.
NEEDLESS BIOPSY: Avoid having a needless biopsy.
URINARY PROBLEMS: Avoid urinary problems after treatment for prostate cancer.
BOWEL PROBLEMS: Avoid bowel problems after treatment for prostate cancer.
SEXUAL PROBLEMS: Avoid sexual problems (impotence) after treatment for prostate cancer.

These criteria were developed in the context of an individual decision aid, but we believe they are a reasonable set to explore as the effectiveness side of a public policy issue in a proof of method.

The criteria selected were based on the findings of a General Practitioner (GP) pilot study, a full account of which has been presented [20]. GPs provided information on the criteria we had included in the earlier version of the decision aid and other factors they thought were important for patients in making a decision about
PSA testing, thereby supplementing findings from the literature.

The RCT itself was based on a community sample of 1,970 men aged 40-69 years in 2011. Of these, 727 men were allocated to the arm where the interactive decision aid consisted of the five criteria outlined above.

The criterion weightings provided by respondent number 1526 can be seen in Figure 1, which displays the full MCDA decision aid screen. Using this web-based decision aid template, the importance weightings were elicited by respondents dragging the cursor to change the bar lengths, dynamically normalised to add to 100%. (MCDA as a technique does not elicit the inputs into it, but in this case the template was used as the preference-eliciting device.) The bottom Ratings panel contains the evidence base for the analysis in the form of the performance rates for the two options on the five criteria [20]. These ratings were made available to the respondent after their weightings had been elicited. (They were able to change their weightings after seeing this data, but virtually none did this and so it is the original weights which are clustered.) The top panel displays the scores for the two policy options, which result from combining the weightings of respondent number 1526 with the evidence-based ratings by way of a simple expected value calculation.

The only men excluded at survey entry were those with diagnosed prostate cancer. There were no exclusions for men ‘at risk’, so the 523 men whose preferences were cluster analysed included those reporting a first degree relative with prostate cancer (17%), or being unsure thereof (9%). 204 of the original 727 respondents had been previously excluded on the grounds that they had, at two distinct points in the survey, clicked the same point on a 10 point scale 8 times in a row as likely non-serious responders. (Respondents were recruited by an agency and received points for completion.)

The remaining 523 sets of criterion weights were analysed using CA to produce sets of subgroup means for input into MCDAs of PSA testing.

We supply the above details to give the reader some background to the importance weights being clustered, but emphasise that the methods by which they were elicited are largely irrelevant to our proof of method. Sets of weights may be produced by diverse methods, including Discrete Choice Experiments, and are suitable for clustering so long as they produce a full set of attribute weights for each individual.

Cluster analysis

CA and its various implementations are described in many texts [21-23]. There are several implementation packages, such as the R statistical package which was used in this study [24]. CA has been widely used in subgrouping on the basis of observable characteristics, ranging from types of gut bacteria at the cellular level [25] to the human level, where it is proving useful in the definition, diagnosis, and treatment of complex conditions, such as back pain [26,27] and fibromyalgia [28]. Bass and colleagues [29] used one of the main types of CA (k-means) in pursuit of their aim of nudging Afro-Americans towards colorectal cancer screening, identifying three subgroups which they labelled ‘Ready screeners’, ‘Fearful avoiders’ and ‘Cautious screeners’.

Clustering

Three different techniques of CA were employed in this study to demonstrate not only that different techniques produce different clusters, but that choosing among clustering techniques is an important task itself in implementing the approach. We used Latent Class Analysis (MCLUST), Partitioning Around Medoids (PAMK) and Hierarchical Agglomeration via Ward’s method.

Figure 1 Annalisa MCDA screen with data for respondent 1526 in PSA decision aid trial.
(HCLUST), presenting the solutions generated by requesting 2, 3 and 4 clusters. The silhouette widths cluster quality indicator introduced below was calculated for solutions up to 9 clusters. The 2, 3 and 4 clusters included the maximal widths for all three methods and it was necessary to choose the same set for this comparative analysis. In all cases we used the R statistical package noted in parentheses, which makes our analyses accessible on an open source basis.

Latent Class Analysis (LCA) employs a model-based approach in which probabilities of cluster membership are estimated, and individuals are assigned to the cluster for which their membership probability is highest.

In Partitioning methods the cluster membership of an individual and hence the membership of clusters changes throughout the process. The aim is to find a solution that minimises the internal variance within clusters relative to a specified centroid (e.g. the medoid, or mean in the kmeans partitioning) and maximises the distance between cluster centroids.

In Hierarchical Agglomeration methods, individuals are progressively grouped in terms of their distance from each other in n-dimensions, where n is the number of criteria for clustering. Once assigned to a cluster they remain in that cluster, while the process of allocating unassigned individuals continues. The Ward’s method is a special case, which assigns individuals to minimise the internal distance of each cluster at that point in the process.

Following the clustering analyses, and testing to see if the cluster solutions provided groupings significantly different on the five criteria using ANOVA, we allocated interpretive labels for each solution based on the weight assigned to the highest weighted criterion, and assessed the quality of the clusters produced by the alternative solutions. The evaluation of cluster solutions, which involves establishing the optimal number of clusters, as well as the quality of the grouping, has been the subject of continuing research since the early papers [30,31]. These issues are summarized [32].

It is widely acknowledged that cluster quality assessment is inherently multi-dimensional. Raskutti and Leckie (1999) suggest four criteria, but two of these four - the compactness of the cluster (i.e. the mean intra-cluster distance of observation from the centroid) and the isolation of the clusters (i.e. the mean inter-cluster distance) - are the ones most commonly used. They are the basis of the silhouette coefficient measure we chose [31]. Summary measures of cluster validity, and numerical differences between clustering solutions on such measures, must be interpreted in the light of the application of the clusters [22]. Considerations of efficiency and equity may lead to selection of a clustering solution which is not highest, or even very highly rated, in terms of purely statistical quality. In marketing, numerous other criteria impact on the selection of a cluster solution. Statistical quality is only one of these. The ten criteria below, collated from the marketing area [33], are all potentially relevant in our case. We would omit only criterion two, given our belief that preferences should be elicited directly and separately from ‘objective’ characteristics, in order not to treat people as a bundle of characteristics. We have translated the marketing terms into ones more appropriate for a health service setting:

1. Substantial: The subgroups are large enough to serve efficiently.
2. Accessible: The subgroups can be effectively reached and served, which requires them to be characterized by means of observable variables.
3. Differentiable: The subgroups can be distinguished conceptually and respond differently to different policy-mix elements and programs.
4. Actionable: Effective programs can be formulated to attract and serve the subgroups.
5. Stable: Only subgroups that are stable over time can provide the necessary grounds for a successful strategy.
6. Parsimonious: To be administratively meaningful, only a small set of substantial clusters should be identified.
7. Familiar: To ensure political acceptance, the subgroups composition should be comprehensible.
8. Relevant: Subgroups should be relevant in respect of the service’s competencies and objectives.
9. Compactness: Subgroups exhibit a high degree of within-subgroup homogeneity and between-subgroup heterogeneity.
10. Compatibility: Subgroup results meet other administrative requirements.

Applying such criteria in a substantive application of our method is a task for which we believe MCDA is appropriate since it provides increased transparency in terms of specification of the importance attached to each criterion (the weightings) and the performance ratings of the available options on the criteria, as well as an explicit algorithm for combining the ratings and weightings to produce an overall opinion (the scores). Selecting a set of criteria and assigning importance weightings to them is one part of the task approached in this way. Arriving at ratings for how well each clustering technique/solution performs on each of the selected criteria is the second task. Integrating the weightings and ratings into an overall evaluation of each option is the final requirement, and in MCDA this is normally done using the expected value principle.
We fully accept that whether or not MCDA is the best, or an appropriate, approach to this task is itself a multi-criteria decision, involving both performance ratings and preferences.

Multi-criteria decision analysis
MCDA and its various forms are described and surveyed in numerous texts [34-39] and there are many examples of its use [1,37,40-45]. A large number of software implementations exist, reflecting both varying versions of MCDA and judgements about the extent and type of complexity to be catered for, as well as the time and cognitive resources required [46-49]. In the illustrative analyses reported here we employ Annalisa®, as used in the trial. Annalisa is an implementation of the simple linear additive version of MCDA, in which the scores for each option are produced by multiplying the performance rates for the option on each of the criteria by the respondent’s weights for those criteria, and summing across criteria. Its one-screen-fits-all interface was specifically developed to be less complex in both development and delivery than the alternatives [20,49]. However, the selection of a software implementation of MCDA, like the selection of the CA technique (and indeed software for implementing it), is not something we wish to address on the present occasion. It would be a crucial part of the policy-specific development process.

The basic Annalisa screen (Figure 1) shows the expected value Scores which result from combining the evidenced-based Ratings for each policy Option on each criteria with the respondent’s relative importance Weightings for the criteria. The data are for respondent number 1526 in the PSA trial from which our data are drawn - see below. (The No PSA score is higher for him, reflecting the importance Weightings he gave.)

Translation into MCDA-based policy analysis
The results for each of the four cluster solutions within the three CA techniques were fed into this MCDA tool, and the subgroup scores for each policy calculated. Subsequently, we conducted sensitivity analysis in relation to the Loss of Lifetime criterion, to see what change in the percentage rating for PSA vs. No PSA screening policy would be needed to bring each subgroup into equipoise, i.e. have equal scores for the two policy options. This seemed the most interesting of the many possible sensitivity analyses to undertake from a policy perspective, given it indicates the subgroup’s trade-offs of harms with what is conventionally seen as the main potential benefit (Loss of Lifetime).

Results
Clustering
The clustering solutions from the three cluster techniques are shown in Table 1. The mean subgroup weightings on the five criteria relevant to the PSA test decision (Loss of Lifetime, Needless Biopsy, Urinary Problems, Bowel Problems, and Sexual Problems) are shown for each solution.

Differences in the clusters produced, given the fixed criterion framing of the elicitation, are apparent. However, it is also clear that 3 broad preference patterns are common to all three of the 4 cluster solutions, which are the ones we focus on henceforth:

1. A relatively small subgroup of 10-11% ’Very High Lifers’, for whom Loss of Lifetime is almost all-important with this criterion given 86-88% weight;
2. A relatively large subgroup of ’Moderate Lifers’, comprising 23-49% of the sample who give this criterion 42-53% weight (and hence include respondent 1526 in Figure 1);
3. The largest group of all (’Equals’) at 33-63% of the sample, who gave roughly equal weights to the five criteria (including 14-22% weight to Loss of Lifetime).

Setting these three subgroups apart, leaves a ’Very High Sexers’ group at 7% and 11% of the sample who assigned 64% and 59% weights to the Sexual Problems criterion in the PAM and Ward solutions, respectively. They are replaced by ’Moderate Biopsers’ at 4% with 53% weight assigned to Needless Biopsy in the LCA solution.

On the basis of roughly averaging this data, a policy based purely on Loss of Lifetime minimisation might just attract majority support.

The statistical quality of the solutions, as approximated by silhouette width, varies from .26 to .44 (see Table 1). A much reproduced scale would attach the label ’The structure is weak and could be artificial’ to results in the .26-.5 range, but we can find no validation of this scale. In any case we believe that, as made clear earlier, clustering solutions should be evaluated by their external real-world consequences, as well as their internal qualities.

We have confirmed that different techniques and solutions produce different clusters. But also, that the resulting clusters are all capable of meaningful interpretations based on the most prominent criterion (or lack of one). However, to reiterate, we explicitly take no position on the issue of the most appropriate clustering technique, since this should be part of the policy development process and reflect the application of criteria other than statistical quality.
Table 1 Mean cluster weights from 2, 3 and 4 cluster solutions using LCA, PAM and Ward methods

<table>
<thead>
<tr>
<th>Clustering Method</th>
<th>Cluster Solution</th>
<th>Cluster Number</th>
<th>N (of 523)</th>
<th>% Quality</th>
<th>MEAN CRITERION WEIGHTS</th>
<th>Interpreted Label</th>
</tr>
</thead>
<tbody>
<tr>
<td>Latent Class Analysis</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td>LOSS OF LIFETIME</td>
<td>NEEDLESS BIOPSY</td>
</tr>
<tr>
<td>(MCLUST)</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>4</td>
<td>1</td>
<td>327</td>
<td>62.5</td>
<td>0.24</td>
<td>0.22</td>
<td>0.15</td>
</tr>
<tr>
<td></td>
<td>2</td>
<td>53</td>
<td>10.1</td>
<td>0.64</td>
<td>0.88</td>
<td>0.02</td>
</tr>
<tr>
<td></td>
<td>3</td>
<td>121</td>
<td>23.1</td>
<td>0.31</td>
<td>0.53</td>
<td>0.06</td>
</tr>
<tr>
<td></td>
<td>4</td>
<td>22</td>
<td>4.2</td>
<td>0.39</td>
<td>0.13</td>
<td>0.53</td>
</tr>
<tr>
<td>3</td>
<td>1</td>
<td>407</td>
<td>77.8</td>
<td>0.29</td>
<td>0.27</td>
<td>0.13</td>
</tr>
<tr>
<td></td>
<td>2</td>
<td>92</td>
<td>17.6</td>
<td>0.60</td>
<td>0.78</td>
<td>0.03</td>
</tr>
<tr>
<td></td>
<td>3</td>
<td>24</td>
<td>4.6</td>
<td>0.36</td>
<td>0.16</td>
<td>0.52</td>
</tr>
<tr>
<td>2</td>
<td>1</td>
<td>493</td>
<td>94.3</td>
<td>0.25</td>
<td>0.36</td>
<td>0.11</td>
</tr>
<tr>
<td></td>
<td>2</td>
<td>30</td>
<td>5.7</td>
<td>0.36</td>
<td>0.22</td>
<td>0.49</td>
</tr>
<tr>
<td>0.31</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Partitioning Around</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Medoids (pamk)</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>4</td>
<td>1</td>
<td>270</td>
<td>51.6</td>
<td>0.33</td>
<td>0.19</td>
<td>0.18</td>
</tr>
<tr>
<td></td>
<td>2</td>
<td>59</td>
<td>11.3</td>
<td>0.63</td>
<td>0.87</td>
<td>0.03</td>
</tr>
<tr>
<td></td>
<td>3</td>
<td>163</td>
<td>31.2</td>
<td>0.26</td>
<td>0.49</td>
<td>0.11</td>
</tr>
<tr>
<td></td>
<td>4</td>
<td>31</td>
<td>5.9</td>
<td>0.36</td>
<td>0.06</td>
<td>0.06</td>
</tr>
<tr>
<td>3</td>
<td>1</td>
<td>301</td>
<td>57.6</td>
<td>0.27</td>
<td>0.18</td>
<td>0.17</td>
</tr>
<tr>
<td></td>
<td>2</td>
<td>59</td>
<td>11.3</td>
<td>0.63</td>
<td>0.87</td>
<td>0.03</td>
</tr>
<tr>
<td></td>
<td>3</td>
<td>163</td>
<td>31.2</td>
<td>0.30</td>
<td>0.49</td>
<td>0.11</td>
</tr>
<tr>
<td>2</td>
<td>1</td>
<td>346</td>
<td>66.2</td>
<td>0.40</td>
<td>0.21</td>
<td>0.16</td>
</tr>
<tr>
<td></td>
<td>2</td>
<td>177</td>
<td>33.8</td>
<td>0.41</td>
<td>0.64</td>
<td>0.08</td>
</tr>
<tr>
<td>0.35</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Ward's Hierarchical</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>(HCLUST)</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>4</td>
<td>1</td>
<td>170</td>
<td>32.5</td>
<td>0.34</td>
<td>0.14</td>
<td>0.21</td>
</tr>
<tr>
<td></td>
<td>2</td>
<td>38</td>
<td>7.3</td>
<td>0.27</td>
<td>0.08</td>
<td>0.07</td>
</tr>
<tr>
<td></td>
<td>3</td>
<td>60</td>
<td>11.5</td>
<td>0.68</td>
<td>0.86</td>
<td>0.03</td>
</tr>
<tr>
<td>0.41</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>
Entering cluster weights into MCDAs

Pursuing our proof of method, the results from the 4 cluster solutions from the three techniques were now inserted into MCDAs.

None of the preference-based subgroups produced by any clustering solution favours a PSA screening policy. There are various ways in which the complex set of results could be displayed, but we feel it most informative to present just one type of sensitivity/threshold analysis. Given the weight assigned by a subgroup to the Loss of Lifetime criterion, what proportionate change in the ratings for the two policy options on this criterion would result in this subgroup being in policy equipoise (i.e. the option scores being equal in its MCDA)?

The answers for all three of the 4 cluster solutions are presented in Table 2, with Additional file 1: Tables S1, S2 and S3 providing the full calculations, and S4 an illustration of the calculation procedure.

The table confirms that the required changes are a direct reflection of the subgroups’ weights, with (in the Ward solution), Very High Lifers (86% weight to Loss of Lifetime) requiring a 1% improvement, and Moderate Lifers (42% weight) an 8% improvement. The high (39%) requirement for Equals reflects their low (14%) weight for Loss of Lifetime, which is not much greater than that of Very High Sexers. The requirement patterns in the LCA and PAM solutions are similar. But the result for Moderate Biopsers in LCA (95%) while it is consistent with the 13% weight assigned to Lifetime Loss, is a useful warning of the need to be cautious in selecting a solution. It is from the one cluster that was not significant in ANOVA (see Table 1 caption).

Table 1 Mean cluster weights from 2, 3 and 4 cluster solutions using LCA, PAM and Ward methods (Continued)

<table>
<thead>
<tr>
<th>Cluster</th>
<th>LCA</th>
<th>PAM</th>
<th>Ward’s</th>
</tr>
</thead>
<tbody>
<tr>
<td>Equals</td>
<td>19</td>
<td>25</td>
<td>39</td>
</tr>
<tr>
<td>Very High Lifers</td>
<td>1</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td>Moderate Lifers</td>
<td>3</td>
<td>6</td>
<td>8</td>
</tr>
<tr>
<td>Very High Sexers</td>
<td>...</td>
<td>56</td>
<td>43</td>
</tr>
<tr>
<td>Moderate Biopsers</td>
<td>95</td>
<td>...</td>
<td>...</td>
</tr>
</tbody>
</table>

Also shown are cluster sizes and statistical quality (as measured by average silhouette width). The bold numbers indicate the statistical quality of the cluster solution. N.B. ANOVA showed all clusters to be significant at p < 0.05, except LCA 4/4 (Moderate Biopsers).

Age-stratified results

Following the exclusion of those participants ‘at risk’ of prostate cancer or ‘unsure’ about their family history, the sample for age-stratified clustering became 388. 156 were in their 40s, 135 in their 50s, and 97 in their 60s. The same type of interpretable subgroups reappear with different distributions (Additional file 1: Tables S5, S6, S7), but with notably different thresholds on the Loss of Lifetime criterion to produce equipoise. (Table 3) (These were calculated in the same way as illustrated in Additional file 1: Table S4.)

It seems a reasonable inference that age effects exist. The proportions (%N) of both Moderate and Very High Lifers increase progressively from younger to older at the same time, as their equipoise requirement progressively increases. This necessitates that the opposite happens for the proportions of the other subgroups, and we indeed observe that Equals increase from 32% to 44% moving from youngest to oldest groups. Their equipoise requirement also rises dramatically, from near equipoise for the 40s (0.4%) to 21.5% for the 60s. The residual subgroup proportion increases from 8 % to 15%. In the 40s and 50s it is the Very High Sexers, who are in virtual equipoise in the 40s, but significantly divergent from it in the 50s (14.4% requirement). However, in the 60s this subgroup is replaced by Moderate Biopsers, a cluster dominated by concern with needless testing.

Table 2 Percentage increase in gap between relative Loss of Lifetime performance ratings for PSA and No PSA screening options needed to produce equipoise for each 4 cluster solution

<table>
<thead>
<tr>
<th>Cluster</th>
<th>LCA</th>
<th>PAM</th>
<th>Ward’s</th>
</tr>
</thead>
<tbody>
<tr>
<td>Equals</td>
<td>19</td>
<td>25</td>
<td>39</td>
</tr>
<tr>
<td>Very High Lifers</td>
<td>1</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td>Moderate Lifers</td>
<td>3</td>
<td>6</td>
<td>8</td>
</tr>
<tr>
<td>Very High Sexers</td>
<td>...</td>
<td>56</td>
<td>43</td>
</tr>
<tr>
<td>Moderate Biopsers</td>
<td>95</td>
<td>...</td>
<td>...</td>
</tr>
</tbody>
</table>
All these variations have modest appeal in terms of face validity, but any inferences need to be drawn with caution, since the three clustering solutions are for different datasets (albeit from same responders), and so are not directly comparable. These age effects are the combined effect of different criterion performance ratings for the age groups as well as different preference patterns.

**Discussion**

This study presents an example of how public preferences could be incorporated into policy decisions respecting both the multi-criterial nature of those decisions and the heterogeneity of the population in relation to their weightings. The various methodological and practical issues to be addressed in implementing such an approach are emphasised. Always to be determined are: the structure of the policy decision (options, criteria in the MCDA); the choice of MCDA version and implementation software; the choice of CA technique; the choice of number of cluster solutions and measure of cluster quality; and the trade-offs between statistical quality and other criteria. It is the primary aim of this paper to ensure that these issues are addressed transparently, rather than dealt with in an exclusively deliberative process.

Objections to cluster analysis as an 'unsupervised' technique only to be used in abductive hypothesis generating – with the resulting clusters requiring 'validation' against some other criterion and insertion into a hypothesis testing framework [27] – are of little relevance to our approach. There is no gold standard against which preference clusters can be compared. We have made clear that regression of preference clusters on biological-clinical or socio-demographic variables is inappropriate, because we are in a policy/decision making practice context, not a hypothesis-testing or scientific research-driven one.

While the decision on which solution to adopt in the presence of clustering differences requires consideration of factors other than statistical quality, one thing should not enter into analysis at the policy level in relation to preference subgrouping regardless of the method used: the characteristics of those individuals who move between clusters depending on the technique and solution. Tracing such individual movements is feasible in all software implementations of cluster analysis, but there seems to be no conceptual justification for doing so. In this sort of analysis an individual is simply a person expressing their preferences in the context of a particular decision. It is vital they are not treated as a 'bundle of variables'. In some practice contexts it will be appropriate to explore the statistical relationship between preference-based subgroups and objective characteristics, typically via regression analysis. Or to look forward and explore the relationship with some future outcome or behavior, probably also via regression analysis. But we argue that neither of these explorations is appropriate when it involves reducing the preferences of a person, or group of persons, to a set of predictive or predictor variables, since this undermines the fundamental personhood of the preference-bearer [50].

A mini-debate provoked by a comment by Robinson and Parkin on their paper [51,52] made clear that one central issue is whether public or patient preferences are appropriate. We are explicitly operating in the extra-welfarist framework where stated public preferences over outcomes are the inputs relevant for a subgrouped public policy, not revealed patient choice of options. In a collectively-funded health care system we take the view that it is the preferences of members of the public, as citizens which are the appropriate inputs into policy, leaving patient preferences to be applied at the individual/clinical level within the constraints set by community policy. Of course, there is nothing in the techniques themselves which rule out using patient preferences as inputs, but the conflict of personal and public interest at, or near, the point of care, poses major challenges to using those of patients.

We do not address the cost side of policy making here, instead concentrating on how subgroup preferences in relation to effectiveness criteria could be incorporated into Cost-effectiveness Analysis and public policies. As emphasised by Claxton it is important that an MCDA-based policy operating within a budget constraint respects the existence of opportunity costs, ensuring that

<table>
<thead>
<tr>
<th>Age Group</th>
<th>PSA Screen</th>
<th>% Change</th>
<th>%N</th>
<th>No PSA Screen</th>
<th>% Change</th>
<th>%N</th>
</tr>
</thead>
<tbody>
<tr>
<td>40-49 years</td>
<td>Moderate Lifers</td>
<td>0.1</td>
<td>35</td>
<td>Very High Lifers</td>
<td>2.7</td>
<td>27</td>
</tr>
<tr>
<td></td>
<td>Very High Lifers</td>
<td>0.0</td>
<td>25</td>
<td></td>
<td>0.3</td>
<td>24</td>
</tr>
<tr>
<td></td>
<td>Equals</td>
<td>0.4</td>
<td>32</td>
<td></td>
<td>3.5</td>
<td>41</td>
</tr>
<tr>
<td></td>
<td>Very High Sexers</td>
<td>0.2</td>
<td>8</td>
<td></td>
<td>14.4</td>
<td>8</td>
</tr>
<tr>
<td></td>
<td>Moderate Biopsers</td>
<td>...</td>
<td>...</td>
<td></td>
<td>...</td>
<td>...</td>
</tr>
</tbody>
</table>
any net benefit foregone from the expansion of the criteria on the effectiveness side (beyond QALYs) should be taken into account [53].

In an extended MCDA framework it would be possible to include options that fall within of the South-West quadrant of the cost-effectiveness plane, i.e. are cost-effective by being less effective, but proportionately much cheaper, than the standard one [54]. And one might include an explicit ‘Net effect on (generalised) others’ criterion for individual respondents to weight. In the extreme, this could be split into two on the basis of the ‘just deserts’ criterion that emerges in most public surveys. We are not advocating this, simply confirming that moving to an MCDA-based public policy will make such issues and their resolution more transparent.

A crucial finding in the Raskutti and Leckie paper, replicating that of Macskassy, is that humans asked to cluster the same data as a CA program, produce equivalent variation in both the optimal number of clusters and their content [32,55]. In other words, individual policy makers engaging in subgrouping are unlikely to outperform a cluster solution, so the same discussion will be needed if policy makers undertake the task.

**Conclusions**

In attempting to respect the heterogeneity of population preferences in public policy, a subgroup approach of some sort is inevitable. In this paper we illustrate how two types of analysis might, in combination, represent a viable approach. The implementation of Cluster Analysis and Multi-Criteria Decision Analysis, individually and in combination, poses major challenges - conceptual, methodological, ethical-political, and practical. We outline these challenges in the paper, stressing that most are only exposed by these more analytical techniques, not created by them. Alternative analytical or deliberative approaches will face similar challenges, and any proper evaluation must involve comparison of the approaches in empirical practice, not simply against diverse sets of normative principles. This is particularly important because computer technologies quickly expose the ‘digital divide,’ easily obscured in deliberative approaches. Such unbiased comparative evaluation is the next item on the research agenda.

The empirical results from our PSA screening example are consistent with the trend away from advocacy of PSA screening of asymptomatic men without a family history of prostate cancer, based on both worries about the test and preference considerations [56]. But the fact that our results are in line with this observed trend should not be misinterpreted. All we have sought to show as proof of method, is that one can carry out analyses that identify the improvement in criterion performance (e.g. a superior test, less subsequent problems from treatment) needed for a preference-based subgroup to favour a screening policy.

Our finding of age-based preference subgrouping raises the question of whether sub-subgrouping individual preferences on bases such as age, sex, ethnicity, or religion is consistent with truly person-centred public policy.

**Endnotes**

1 The trial from which the data came was approved by the University of Sydney HREC (Protocol No: 05-2011/13712) on May 13 2011 and was included in the Australian New Zealand Clinical Trials Registry (ANZCTR) on 6 July 2012 (ACTRN12612000723886) ([https://www.anzctr.org.au/Trial/Registration/TrialReview.aspx?id=343044](https://www.anzctr.org.au/Trial/Registration/TrialReview.aspx?id=343044)).

2 An early version of this paper was presented in a poster at the Lancet Public Health Science conference in November 2013 [57]. This contains links which will enable the reader to engage in interactive exploration of the data in a downloadable spreadsheet and to explore the survey as seen by a respondent.

**Additional file**

**Additional file 1:** Table S1. LCA 4 cluster solution subgroup mean weights input into MCDA, policy scores generated and threshold on Loss of Lifetime identified. Table S2. PAM 4 cluster solution subgroup mean weights input into MCDA, policy scores generated and threshold on Loss of Lifetime identified. Table S3. Ward 4 cluster solution subgroup mean weights input into MCDA, policy scores generated and threshold on Loss of Lifetime identified. Table S4. Derivation of proportionate change in Loss of Lifetime ratings for the policy options required by Very High Sexts subgroup (Ward 4 solution) to achieve policy equipoise. Table S5. Ward 4 cluster solution subgroup mean weights for 40-49 year olds input into MCDA, policy scores generated and threshold on Loss of Lifetime identified. Table S6. Ward 4 cluster solution subgroup mean weights for 50-59 year olds input into MCDA, policy scores generated and threshold on Loss of Lifetime identified. Table S7. Ward 4 cluster solution subgroup mean weights for 60-69 year olds input into MCDA, policy scores generated and threshold on Loss of Lifetime identified.

**Abbreviations**

ANOVA: Analysis of Variance; CA: Cluster Analysis; GP: General Practitioner; LCA: Latent Class Analysis; MCDA: Multi-Criteria Decision Analysis; NICE: National Institute for Health and Care Excellence; PAM: Partitioning Around Medoids; PSA: Prostate-Specific Antigen; QALY: Quality-Adjusted Life Year; RCT: Randomised Controlled Trial.

**Competing interests**

Jack Dowie has a financial interest in the Annalisa software but did not benefit from its use in the trial from which the data in this paper are drawn. No conflicts were reported by other authors.

**Authors’ contributions**

MKK and JD conceived the study, undertook preliminary cluster analyses in SPSS and STATA, entered the cluster results into MCDA, and are primarily responsible for the interpretation of the results and the contents of the paper. The final clustering analyses were undertaken in R by RT. JBN, GS, and MC commented extensively on the analysis and paper drafts. GS was Principal Investigator and MC and JD were Co-Investigators in the trial from which the illustrative data come. All authors approved the final paper.
Author details
1Research Unit for General Practice, Department of Public Health University of Southern Denmark, J.B. Winsløws Vej 9 B, 5000 Odense C, Denmark.
2School of Public Health and Community Medicine, University of New South Wales, Sydney NSW 2052, Australia. 3HMRC Clinical Trials Centre, Sydney Medical School, Charles Perkins Centre, Johns Hopkins Drive, Camperdown NSW 2050, Australia. 4Faculty of Medicine, School of Public Health University of Sydney, Edward Ford Building (A27), Sydney NSW 2006, Australia. 5Faculty of Public Health and Policy, London School of Hygiene and Tropical Medicine, 15-17 Tavistock Place, London WC1H 9SH, UK.

Received: 8 October 2014 Accepted: 8 April 2015
Published online: 14 May 2015

References
24. Tony M, Wagner M, Khoury H, Rindress D, Papastavros T, Oh P, et al. Bridging health technology assessment (HTA) with multi-criteria decision analyses (MCDA): field testing of the EvDEM framework for coverage...


Bringing Feedback in From the Outback via a Generic and Preference-Sensitive Instrument for Course Quality Assessment

Mette K Kaltoft1, MPH; Jesper B Nielsen1, PhD; Glenn Salkeld2, PhD; Jo Lander2, PhD; Jack Dowie3, PhD.

1Research Unit for General Practice, Department of Public Health, University of Southern Denmark, Odense, Denmark
2School of Public Health, University of Sydney, Sydney, Australia
3Faculty of Public Health and Policy, London School of Hygiene and Tropical Medicine, London, United Kingdom

Corresponding Author:
Jack Dowie, PhD.
Faculty of Public Health and Policy
London School of Hygiene and Tropical Medicine
15-17 Tavistock Place
London, WC1H 9SH
United Kingdom
Phone: 44 2079272034
Fax: 44 2079272034
Email: jack.dowie@lshtm.ac.uk

Abstract

Background: Much effort and many resources have been put into developing ways of eliciting valid and informative student feedback on courses in medical, nursing, and other health professional schools. Whatever their motivation, items, and setting, the response rates have usually been disappointingly low, and there seems to be an acceptance that the results are potentially biased.

Objective: The objective of the study was to look at an innovative approach to course assessment by students in the health professions. This approach was designed to make it an integral part of their educational experience, rather than a marginal, terminal, and optional add-on as “feedback”. It becomes a weighted, but ungraded, part of the course assignment requirements.

Methods: A ten-item, two-part Internet instrument, MyCourseQuality (MCQ-10D), was developed following a purposive review of previous instruments. Shorthand labels for the criteria are: Content, Organization, Perspective, Presentations, Materials, Relevance, Workload, Support, Interactivity, and Assessment. The assessment is unique in being dually personalized. In part 1, at the beginning of the course, the student enters their importance weights for the ten criteria. In part 2, at its completion, they rate the course on the same criteria. Their ratings and weightings are combined in a simple expected-value calculation to produce their dually personalized and decomposable MCQ score. Satisfactory (technical) completion of both parts contributes 10% of the marks available in the course. Providers are required to make the relevant characteristics of the course fully transparent at enrollment, and the course is to be rated as offered. A separate item appended to the survey allows students to suggest changes to what is offered. Students also complete (anonymously) the standard feedback form in the setting concerned.

Results: Piloting in a medical school and health professional school will establish the organizational feasibility and acceptability of the approach (a version of which has been employed in one medical school previously), as well as its impact on provider behavior and intentions, and on student engagement and responsiveness. The priorities for future improvements in terms of the specified criteria are identified at both individual and group level. The group results from MCQ will be compared with those from the standard feedback questionnaire, which will also be completed anonymously by the same students (or some percentage of them).

Conclusions: We present a protocol for the piloting of a student-centered, dually personalized course quality instrument that forms part of the assignment requirements and is therefore an integral part of the course. If, and how, such an essentially formative Student-Reported Outcome or Experience Measure can be used summatively, at unit or program level, remains to be determined, and is not our concern here.

KEYWORDS
medical education; nursing education; course assessment; course evaluation; student feedback; Internet; personalization

Introduction
Over several decades great efforts have been put into developing ways of eliciting valid and informative student feedback on courses they have taken in medical, nursing, and other health professional schools, and in continuing education and professional development. An important motivation has been “formative”, to help providers—teachers and related services—to improve what is offered. Their use in “summative” ways for administrative purposes, such as institutional promotion or staff evaluation, has increased greatly in recent years. However, whatever their motivation, items, and setting, the response rates have usually been low—only rarely above, or even approaching 50%—and potentially biased as a result. Many responses are produced cursorily, with little sense of engagement with a serious task. We see one of the main reasons for this as being its marginalized and optional status as “feedback” at the termination of the course, whether it is a day, or a year, long. Our goal is a new, generic, course quality assessment instrument and process, aimed at not only generating insights for the course provider into potential sources of improvement, but also, through the personalized and structured reflection it involves and encourages, enhancing the educational experience of the student. (In some countries and educational settings the term “evaluation” would be used instead of “assessment” in our context. We use the latter to embrace the former, for reasons that will become apparent.)

Why is a new instrument of this sort needed? A recent systematic review covers the vast literature on student evaluation and the instruments relating to it comprehensively and in depth [1]. While some of the numerous instruments are generic, applicable to all courses whatever the subject or focus, none produces a preference-sensitive index score, for example, an overall quantitative assessment that combines the individual student’s weightings for a set of quality criteria (dimensions) with their performance ratings for each of those criteria. Often course assessments are left as an unsynthesized profile of responses, but even where an index score is produced by some weighting procedure (including implicit equal weighting), the weights are not personalized. There is, therefore, a need for a generic and “dually personalized” measure of course quality, paralleling that in decision quality [2].

Beyond these two meta-criteria of genericness and preference-sensitivity, a third fundamental requirement is operational practicality. The instrument must be compatible with the time and other resources of students, on the one hand, and, if it were to be used summatively, capable of providing simple and actionable analyses by providers, on the other. But we see this practicality being established in the context of a substantially enhanced role for course assessment, which is now to be seen as a key source of the student’s benefit from the course. Without going so far as to suggest that, paraphrasing Socrates, “the unassessed course is not worth pursuing”, we believe that student assessment of the quality of the course they are taking should be a formal part of it, not an optional, terminal add-on conceptualized merely as feedback. The idea is novel, but simply seeks to take advantage of, and gives direction to, the informal and unstructured judgements about, and reactions to, the course, that are occurring every moment the student is engaged with it.

Methods
Sources for the Course Assessment Instrument
A purposive survey of key references was sufficient to establish a comprehensive list of the attributes/criteria/dimensions that have been used in course assessment, evaluation, and feedback by students. Apart from the tabulation in Spooren [1], we consulted ten other sources: (1) Alderman et al [3], (2) Chalmers [4], (3) Coates [5], (4) Davies et al [6], (5) Fontaine et al [7], (6) Kember and Leung [8], (7) Marsh and Roche [9], (8) Ramsden [10], (9) Richardson [11], and (10) Palmer [12].

Since the instruments reported in these studies were the result of extensive research and validation, the task in constructing a new instrument was not to add to the resulting list of criteria, but to reduce it to ten, the absolute maximum practical for routine use, especially in relation to criterion weighting. Both sets of responses are elicited on a 0 to 10 scale. The ten criteria would need definitions that were meaningful, in the sense that a single value on a 0 to 10 ratio scale could be provided as a response at both the weighting and rating stages. For weighting responses 0, 5, and 10 are labelled as “of no importance”, “of moderate importance”, and “of extreme importance”, respectively, and those values are labelled as performing “extremely poorly”, “moderately well”, and “extremely well” for course rating. It is made explicit in the instructions (Figure 1 shows this, later) that the scales are to be interpreted as ratio ones, as is necessary for the expected value calculation that produces the MyCourseQuality-10 Dimensions (MCQ-10D) index score (eg, 8 is to be twice as important as 4 on the weighting scale). (Some of the 10 criteria necessarily embrace the subcriteria and subsubcriteria included in more complex assessment instruments, and in these cases, the respondent’s holistic high-level response will imply subweighting of these. For example, course materials may include different types of material, such as journal articles; videos; and applications for mobile devices.)

The final set of criteria for MCQ-10D was arrived at by considering the reported construct and content validity of the previous instruments, and maximizing comprehensiveness of coverage and conceptual independence within the constraint of 10 criteria. This necessarily involved making trade-offs based on value judgements, rather than purely statistical procedures. The protocol for the piloting of the MCQ-10D enhanced course structure is organized using the Population, Intervention, Comparators, Outcomes framework [13].
Population

Students in health professional education courses, for example, medical schools, subject to approval by the relevant bodies. (There are two approved pilot sites that are left unnamed in this publication).

Intervention

Textbox 1 presents the full details of the MCQ-10D instrument. The Web-based survey in which it is embedded is live [14]. A video of a hypothetical student completing the survey is included as an appendix in this article (see Multimedia Appendix 1) (Figure 1) (Some of the questions supplementary to the instrument would be modified to suit the particular institution and course.).

MCQ-10D is completed in two stages, reflecting the aim to impact on the educational student experience from its beginning and throughout. Immediately prior to, or at the very start of the course, the student completes part 1, where they indicate the importance they personally assign to the 10 course quality criteria, on the 0 to 10 scale. (At both this point of time, and again in part 2 at the end of the course, they can indicate whether they had serious difficulty understanding any of the criteria and can leave comments on them.)

Students will be automatically reminded of the criteria at appropriate intervals (by email or announcements on their learning platform), for example, monthly, in courses lasting 8 weeks or more. In long courses, interim ratings may be appropriate, but these are not currently envisaged.

At the conclusion of the course, the student completes the lengthier part 2 of the assignment. In this, they provide their overall holistic assessments of course quality and satisfaction with it, followed by their ratings of the course on the MCQ-10D criteria, rephrased in the past tense.

Immediately after entering their ratings, students are presented with their MCQ-10D score in the Annalisa screen, which also displays the component ratings and weightings [15]. The score is the result of multiplying their ratings by their original weightings (normalized to add to 100%) and summing across all ten criteria. The student then has the opportunity to revise their weights, if they feel they are now different from the original ones they supplied (now visible to them), and thereby obtain a revised MCQ score. Next, they are able to see the partial contribution each criterion makes to the overall MCQ score, which will indicate to the providers the student’s views as to the possible sources of improved course quality. Note that, for each individual student, these will reflect his or her personalized weightings, as well as ratings. Finally, students are asked to reflect on whether explicit attention to course quality criteria via MCQ-10D has had an effect on their experience of the course, and to respond to other questions of a comparative nature. These questions are not part of the instrument and will necessarily vary with the course and its institutional setting. Those included on the Internet version represent one possibility.

It should be stressed that MCQ-10D can be implemented in many software programs, including macro-enhanced spreadsheets (eg, Excel or open source equivalents). Annalisa is an implementation of Multi-Criteria Decision Analysis, or, as in this use, Multi-Attribute Value Theory, and is simply one piece of software that facilitates the dynamic, interactive reweighting we regard as a key feature of the instrument.

From the outset, students are aware that MCQ-10D is a part of the assignment work for the course, with 10% of the course marks awarded for completion of both parts, the second of which is completed after they are aware of the marks they have received for the other 90% of the assignment work. They can therefore predict their grade with certainty before completing, or not completing, part 2 of the MCQ-10D assignment.
**MCQ-10D, with Internet heading and popup text (line 1) and Weighting and Rating questions (lines 2 and 3) for each dimension.**

<table>
<thead>
<tr>
<th>Dimension</th>
<th>Questions</th>
<th>Weighting and Rating</th>
</tr>
</thead>
<tbody>
<tr>
<td>CONTENT</td>
<td>How important to you is it that the course delivers the specified content at the level prescribed?</td>
<td>To what extent do you think the course delivered the specified content at the level prescribed?</td>
</tr>
<tr>
<td>ORGANIZATION</td>
<td>How important to you is it that the course is well organized and offers a clear structure and coherent progression?</td>
<td>To what extent did you find the course well organized and offered a clear structure and coherent progression?</td>
</tr>
<tr>
<td>PERSPECTIVE</td>
<td>How important to you is it that the course's perspective/theory is explicit, and, where appropriate, it offers alternative views?</td>
<td>To what extent did you find the course's perspective/theory was explicit, and, where appropriate, it offered alternative views?</td>
</tr>
<tr>
<td>PRESENTATIONS</td>
<td>How important to you is it that the presentations are relevantly informative, engaging, and stimulating?</td>
<td>To what extent did you find the presentations relevantly informative, engaging, and stimulating?</td>
</tr>
<tr>
<td>MATERIALS</td>
<td>How important to you is it that the learning materials are relevantly informative, engaging, and stimulating?</td>
<td>To what extent did you find the learning materials relevantly informative, engaging, and stimulating?</td>
</tr>
<tr>
<td>RELEVANCE</td>
<td>How important to you is it that the course demonstrates its relevance to real world decision/policy making, practice, or behavior?</td>
<td>To what extent did you find the course demonstrated its relevance to real world decision/policy making, practice, or behavior?</td>
</tr>
<tr>
<td>WORKLOAD</td>
<td>How important to you is it that the mandatory workload is in line with the credit award and is flexible as specified?</td>
<td>To what extent do you think the mandatory workload was in line with the credit award and exhibited the specified flexibility?</td>
</tr>
<tr>
<td>SUPPORT</td>
<td>How important to you is it that the support and feedback from teaching and other staff (in line with that offered) is respectful and responsive?</td>
<td>To what extent did you find the support and feedback from teachers and other staff (in line with that specified) was respectful and responsive?</td>
</tr>
<tr>
<td>INTERACTION</td>
<td>How important to you is it that the course provides and promotes the specified facilities for interaction with other students?</td>
<td>To what extent did you find the course provided and promoted the possibilities for interaction with other students that were offered?</td>
</tr>
<tr>
<td>ASSESSMENT</td>
<td>How important to you is it that the assignment requirements are clear and mine graded fairly?</td>
<td>To what extent did you find the assignment requirements were clear and your assignments were graded fairly by them?</td>
</tr>
</tbody>
</table>

**Comparators**

Student reaction to the intervention will be gauged by responses to questions asking for their comparisons with the feedback system they conventionally experience. Also elicited will be their perceptions regarding the comparative effect of the intervention on their own educational experience, including the comparative quality and clarity of the opening course description.

No control group is envisaged, as it would be impractical, unethical, and possibly illegal. However, the group level results from MCQ-10D will be compared with the results from the standard feedback form that students are asked to complete anonymously in the institutions concerned.

Provider reactions to the intervention will be sought in a separate post course questionnaire, and interview/s which will involve requesting comparisons with their typical preparation of course descriptions, materials and presentations, their delivery of courses, and their perceptions of student performance and engagement.

**Outcomes**

Student reactions to the experience are as specified under the subsection Comparators, immediately above. The MCQ score could be interpreted as a Student-Reported Outcome Measure or Student-Reported Experience Measure, analogous to a Patient-Reported Outcome Measure or Patient-Reported Experience Measure [16,17].

Provider/faculty reactions to intervention are as specified under the subsection Comparators, immediately above.
Results

Initial piloting will occur in two courses during 2015, one in Australia and one in Denmark, with outcome results available by end of the year. However, other courses may be added on request.

Discussion

Student Course Assessment as Graded Assignment

In certification settings, such as medical schools, experience shows that a task will rarely be undertaken if it is optional and does not count substantively to the course award. In many cases, simple (weighted, but ungraded) task completion will be an appropriate and sufficient requirement, as it will be in the case of MCQ-10D. It will effectively be a mandatory part of the assigned work, given a small, but finite weight (10%) in the final grade. Its satisfactory completion, defined purely technically, will add 10% to the student’s final mark. The actual course grade the student will receive is therefore predictable with certainty before the rating part of MCQ-10D is completed, or not.

If it is to be taken seriously, it is important that a course assessment instrument relates to the course as described in the rubric available to the student before enrollment (if it is an optional elective) or, at latest, at its commencement (if it is mandatory). The MCQ-10D instrument takes it for granted that the course has been designed to increase the person’s degree of competency in relation to “knowing that”, or “knowing why”, or “knowing how”, or some combination of these. The content in terms of facts, principles, ideas, concepts, theories and techniques to be covered, the levels and depths at which they are to be (or can be) studied, the broad ways they will be presented and can be engaged with, the type/s of individual support and group interaction on offer, and the way/s competency will be assessed for certification purposes, are all to be spelled out explicitly in the course description. Secondary outcomes of the intervention are likely to be an improved quality of course preparation and greater precision and clarity in relation to the course’s aims and delivery methods, as well as wider potential benefits in curriculum development.

There is no provision in the instrument itself for the student to say they would have preferred the course to have been different from that offered. For example, to have some face-to-face sessions in a course clearly stated to be purely Internet, for basic material to be provided in what is clearly stated to be an advanced course, or for an “unflipped” course instead of the advertised “flipped” one. However, there is space in the survey, within which MCQ-10D is embedded, for this sort of comment, clearly differentiated and separated. We assume that alternative routes are available for forwarding such suggestions of changes to the course curriculum or rubric, some of which may involve increased resources being made available to the unit providers.

Students, like patients, are primarily persons, and should be treated as such. However, there is a central difference from medical or other health professional practice, in that the student is typically seeking certification from the provider for use in subsequent career situations. They are, in fact, purchasing the service which leads to that qualification, be it on a single unit of study or continuing development, or a complete award such as a degree, as well as gaining wider and noninstrumental benefits. “Person-centeredness” remains a key principle, but is necessarily different in the certification situation from that in a pure learning situation, since the awarding body has a duty of care beyond the individual. The resulting power relationship needs to be acknowledged throughout education, and especially in the seeking of feedback. In our proposal, the sequence of events ensures that the content of the student’s course assessment can have little influence on the grade awarded. Final submission of course ratings is essential to maximize marks, but can only occur after the student’s grade is predictable with certainty, because they know their marks for all their graded assignments.

As with all other aspects of the course, the student is made aware of this assignment requirement and consents to it by enrolling. MCQ is explicitly designed for formative use at the course level. Appropriately interpreted, it could serve as one component of a multi-criterial summative assessment for other purposes, but introducing a dually personalized measure of quality as an integral part of the course will pose major challenges for those who seek aggregated “feedback” at unit, program, or higher levels.

What Makes this Approach Different?

The key, almost paradigmatic, difference from previous instruments cited at the beginning of the paper is the use of the student’s importance weightings for the criteria. A second key difference is that the criteria presented are limited to ten as a matter of practicality, because of the need to make, or confirm, the explicit trade-offs among the criteria necessary in order to arrive at an overall index, and, hence, opinion as to the overall student-assessed quality of this course.

The individual student receives an immediate and personalized response to their course assessment as soon as their ratings are entered. This makes it somewhat rare among feedback instruments, which in most cases provide only delayed and aggregated information, if any.

Ideally, the instrument will also be completed by the course provider/s in the spirit of self-reflection and professional development. This would provide the basis of exploring dyadic concordances and discordances in an open manner at both overall and criterion-specific levels, and, hence, in relation to both course processes and course outcomes. Ultimately, only transparent discourse, taking place on a sound empirical basis and in a way that reflects student and staff heterogeneity, has the potential to deliver—as well as document digitally—person-centered education. However difficult it may be to implement an approach such as that represented by MCQ-10D within current systems, regulations, and resources, it represents the target to be aimed at from a long term and longitudinal perspective.

We have developed an Internet generic and preference-sensitive instrument for assessing course quality from the student perspective. It is intended to be practically useful for all parties.
who are willing to treat quality assessment as an integral part of a course, instead of as a marginal, terminal, and optional add-on as feedback, the focus of all previous instruments. Work is needed to test the instrument in a range of settings to establish its own quality and genericness, and how willing students and providers are to treat quality assessment as a process that both represents and creates educational added value.

This paper is a protocol to establish its feasibility and acceptability, and act as proof of method at the technical and organizational levels. It is to be piloted initially in a medical faculty and a school for health professionals. We invite other health education providers to join in this piloting, using our software, and will be pleased to collaborate in proposals to translate the Internet instrument into other languages.

Acknowledgments
The Region of Southern Denmark, the University of Southern Denmark, and The Health Foundation (Helsefonden) are funding MKK's PhD study. The contribution of GS was supported by the Screening and diagnostic Test Evaluation Program funded by the National Health and Medical Research Council of Australia under program grant number 633003.

Authors' Contributions
JD and MKK developed the concept of a dually personalized student-reported course quality assessment and produced the draft 10 item MCQ from a purposive survey of existing instruments for student feedback. JBN, JL, and GS commented on the instrument and proposed ways to implement it, drawing on the basis of their lengthy experience in developing, administering, and interpreting their institutions' conventional feedback systems. JD drafted the initial text, which was extensively revised in collaboration with MKK.

Conflicts of Interest
JD has a financial interest in the Annalisa software used in the current implementation of MCQ-10D on the University of Sydney server, but does not benefit from its use.

Multimedia Appendix 1
Video of hypothetical student completing MCQ-10D.

[MP4 File (MP4 Video), 4MB - resprot_v4i1e15_app1.mp4]

References


Abbreviations

MCQ-10D: MyCourseQuality-10 Dimensions

©Mette K Kaltoft, Jesper B Nielsen, Glenn Salkeld, Jo Lander, Jack Dowie. Originally published in JMIR Research Protocols (http://www.researchprotocols.org), 13.02.2015. This is an open-access article distributed under the terms of the Creative Commons Attribution License (http://creativecommons.org/licenses/by/2.0/), which permits unrestricted use, distribution, and reproduction in any medium, provided the original work, first published in JMIR Research Protocols, is properly cited. The complete bibliographic information, a link to the original publication on http://www.researchprotocols.org, as well as this copyright and license information must be included.
Health Informatics Can Avoid Committing Symbolic Violence by Recognizing and Supporting Generic Decision-making Competencies

Mette Kjer KALTOFTa, Jesper Bo NIELSENa, Glenn SALKELDb, Jack DOWIEc

aDepartment of Public Health, University of Southern Denmark
bSchool of Public Health, University of Sydney
cLondon School of Hygiene and Tropical Medicine

Abstract. ‘Symbolic violence’ is committed, however well-intentionally, by the imposition of particular conceptualizations of what information, in what form and quality, is needed in order to make an ‘informed choice’ and hence – by questionable segue - a high quality decision. The social and cultural forms of relevant cognitive capital possessed by those who fail, because of their low general literacy, professionally-set knowledge tests of functional health literacy, are being ignored. Failing to recognise and exploit a particular form of functional decision literacy, in fact leads to symbolic violence being experienced by individuals at any and all levels of general literacy. It leads many to adopt the same range of avoidant and other undesirable strategies within healthcare situations observed in those of low basic literacy. The alternative response we propose exploits the alternative generic decision literacy which comes in the form of the ability to access and use the decision-relevant resources provided for many consumer services and products on comparison websites and magazines. The methodology is the simple form of multi-criteria analysis in which the products’ ratings on multiple criteria are combined with criterion weights (supplied by the site) to produce scores and ‘best buys’ and ‘good value for money’ verdicts. Our alternative approach extends this approach to healthcare options and permits the incorporation of personal criterion weights in furtherance of person-centred care. Health informaticians, especially those in the decision support field, should build on this widespread generic competence. The fact that it is generic, far from implying context insensitivity, can be seen as a necessary basis for achieving context-sensitivity and sensitivation at the level of the individual person as they experience a lifelong sequence of healthcare decisions.

Keywords. Informed choice; health literacy; person-centred care; empowerment

Introduction

A recent paper questions the focus on functional literacy in attempts to encourage and support the making of ‘informed’ healthcare choices [1]. Drawing on the work of Bourdieu, Adkins and Corus see ‘symbolic violence’ being committed, however well-intentionally, by the imposition of particular conceptualizations of what information, in what form and quality, is needed in order to make an ‘informed choice’ and hence – by questionable segue - a high quality decision. These conceptions are built into the definitions of health literacy by WHO and the EU and have major policy and resourcing
implications[2]. The social and cultural forms of capital possessed by those who fail, because of their low general literacy, to pass professionally-set knowledge tests of functional health literacy, are being ignored, say Adkins and Corus. These individuals are being characterised, however implicitly and politely, as having deficiencies that need eliminating or at least reducing. 'A substantial amount of research concludes low literate individuals are incapable of taking on the tasks associated with healthcare and such disempowering depictions of low literates propagate stereotypes and biases toward the undereducated and perpetuate disparities and gross inequities in healthcare services...Those who fall short of standard expectations experience denigration, leaving them with no command for social respect.' The experiences of symbolic violence create concerns of being ridiculed and these manifest themselves in avoidance and other strategies inimical to optimal healthcare decision making, producing consequences such as non-adherence.

In this paper we accept the validity of this argument, but move away from its concern with low general literacy to argue that failing to recognise and exploit a particular form of functional decision literacy, in fact leads to symbolic violence being experienced by individuals at any and all levels of general literacy. It leads many to adopt the same range of avoidant and other undesirable strategies within healthcare situations observed in those of low basic literacy. Our alternative response exploits that form of generic decision literacy. It offers support that does not imply that only an 'informed choice' can be a good decision, with 'being informed' defined professionally. It focuses on the vacuum left at the Point of Decision in the formal definitions.

The argument is most effectively made with reference to what we see as the current orthodoxy within the decision-aiding branch of health informatics. This orthodoxy is grounded in the IPDASi guidelines [3], but encompasses the specific interpretations in publications that proclaim their adherence to them. We can also endorse the conclusion of Joseph-Williams, Elwyn and Edwards, reviewing research into the patient experience, that knowledge is not power, and that information is not in itself empowering unless deployed (deployable) within a more equal clinical power relationship [4]. But we disagree with their assumption that knowledge in the conventional form is to be regarded as a necessary condition, albeit now one of two. We argue that supplying the information in a particular 'unconventional' form and integrating it with the best available estimates, will enable the patient to arrive at an informed decision, even if they know nothing about its content in the sense the orthodoxy seeks. Some patients will wish to engage in the orthodox way. We are concerned with those who will experience this requirement as symbolic violence, as a result of which they will adopt attitudes and behaviours not conducive to optimal health, self-defined. The relative numbers are not known, but may be large.

Our case for a generic approach may appear to endorse or encourage context-insensitivity. Almost the opposite. The argument is that a generic and widely available 'decision language' is essential if context-sensitivity is to be successfully achieved by the individual patient/person in their lifelong sequence of healthcare decisions. To seek to achieve context-sensitivity without such a generic grounding can lead to the detrimental consequences of the 'symbolic violence' inflicted when it is implied that every decision has to be treated on a one-off basis; that (e.g.) a prostate cancer screening decision has no connection with an atrial fibrillation treatment one; and that general decisional empowerment is not possible.
1. The Orthodox Approach to Decision Aiding and Evaluation of Decision Quality

We can make this point in a specific way by referring to the evaluation of the aids being produced by Karen Sepucha and colleagues. While these aids contain both knowledge and goals/values components, only the knowledge score is available at an individual level, since the values component of quality is addressed only *ex post*, at a group level, and in terms of the relationship between goals and eventual actions (group level concordance). The recent herniated disk decision aid study provides a good example of what is advanced as a decision quality instrument, but at the individual level reduces to a measure of the knowledge possessed by the patient - after administration of the aid [5]. This is naturally the knowledge in the aid necessary for the choice to be regarded as 'informed'. The mean knowledge score from the patients who viewed the decision aid was used to set a 55% threshold for 'informed'.

The argument is essentially circular, but the issue for us is not whether a patient’s information is incorrect, while being perceived to be correct. The issue is whether showing that it is incorrect and attempting to correct the misperception by providing the correct information will constitute symbolic violence, without leading to a better decision, as opposed to (possibly) an ‘informed decision’ according to the orthodoxy.

It is important to make clear immediately that we are not arguing against this sort of condition-specific information being made available in a decision aid and making it available in the form it is usually provided. Indeed we are in favour of making it available on an opt-in basis, probably via links, and possibly even with some weak nudging towards consulting it. We embed our decision aid, based on Multi-Criteria Decision Analysis, (MCDA) in a wider program, MyDecisionSuite, which offers many opt-in customisation possibilities as well as the personalisation for the aid itself [6,7]. We are arguing against any implication that consulting information, retaining it, and attempting to synthesise it with personal preferences, are necessary conditions of a good decision, let alone the sufficient conditions implied by prominent decision quality measures.

In our alternative, information essential to a good decision is present in the aid, but it is present in a matrix of option performance rates on multiple criteria. This matrix format is familiar to all those possessing the generic decision literacy that enables them to engage with product and service comparison websites. Even then the information matrix is made available only on an opt-in basis, because we do not want to imply that consulting it, and processing it in a way usually referred to as 'making up one's mind', will lead to a better decision. We remain largely agnostic on that, in the same way we remain agnostic whether a decision informed in the orthodox way will produce a better decision – unless it is assessed by a tautologous outcome measure, that is, one using an individual's score on a knowledge/information test as the measure of decision quality. In order to avoid abdicating from the challenge of measuring decision quality within person-centred care we have offered MyDecisionQuality as a self-reported dually-personalised measure [8].

2. Recognising and Supporting Generic Decision Literacy

This generic decision literacy comes in the form of the ability to access and use the decision-relevant resources provided for many consumer services and products on comparison websites and magazines. The methodology on these sites is almost always the simple form of multi criteria/attribute analysis in which the product's ratings on
multiple criteria are combined with criterion weights (supplied by the site) to produce scores and 'best buys' and 'good value for money' verdicts. A large proportion of the population is familiar with this framework and language, its widespread commercial use and popularity of associated sites (e.g. comparethemeerkat.com) providing the most convincing evidence of this. Over 80% of consumers are reported to have consulted a comparison website in 2010, so the number is likely to be even higher now [9].

In Figure 1 (bottom panel) we enter the ratings for three anonymised free standing washer-dryers that appeared in a recent Which (UK) consumer magazine report on 16 such appliances. Five criteria were rated and weighted to arrive at the overall score. Price was listed separately and not weighted, leaving that trade-off to the consumer.

![Figure 1. Ratings, Weightings, and Scores for three anonymised Washer-Dryers from a consumer magazine report re-presented in MCDA format](image)

We do not endorse the particular framing (criterion selection and weightings) and use it only as an example of the sort of content presented in such comparative reports.

The Scores are the expected value of the Ratings and Weightings. Amid all the attempts to improve decision making and information communication, a central concept - expected value - has not received the attention needed even if the objective is to argue against it. We attribute this to the overarching reluctance to address the question of how information should be synthesised with preferences in any explicit way. Such an approach represents a form of reverse symbolic violence, implying that a proper person possesses high quality synthesising ability as an intuitive competence.

While these comparison sites increasingly include ratings and scores for medical devices and health products apps, they avoid evaluations of healthcare options that would involve weightings for criteria such as length of life. That is what our alternative approach, where the options become ones such as lifestyle change, medications and surgery and the attributes ones such as quantity and quality of life and treatment burden. While suggesting that health care decisions may be appropriately approached in the same way as buying a washer-dryer will be surprising if not appalling to some, there are three very good reasons for this extension to healthcare. (It is hopefully clear why the example must not be a healthcare one.)
Since it recognises and exploits a widely possessed type of generic literacy, the alternative not only has less potential to produce symbolic violence but simultaneously greater potential to empower the person. Such empowerment is a precondition of the person owning the decision (whether or not it is in some way shared), which increases the likelihood that the option decided upon will be adhered to subsequently. Whether there is greater concordance in relation to that chosen option is an open question. This will be determined by many things including the clinician’s attitude and commitment to person-centred care, as well as quality of both the aid and the discourse surrounding it.

The orthodox approach cannot deliver person-centred care. In person-centred healthcare, the relative importance of the considerations that matter to the person in their life is elicited and combined, at the point of decision, with the best estimates available on the performance of the available options on those criteria. This integration is performed in an explicit way which can be communicated to the person. Any prior comparative option evaluations, such as those that constitute the conventional ‘evidence base’ cannot be part of this process. The ethics of transparent person-centred care require ‘evidence base’ to be reconceptualised as the unsynthesised matrix of option performance rates for the person-important criteria mapped against the person’s criterion preferences [10]. Our approach is therefore not only compatible with person-centred healthcare, it is actually the only way we can see transparent and direct decision support for it being delivered.

Emphasising the generic character of all healthcare decisions enables the individual to visualise any healthcare decision, whatever the condition (or set of conditions) in the same way, rather than it being implied that they need to know a lot about their breast or prostate cancer or whatever. They can then exploit their social and cultural capital which exists because their friends and contacts ‘speak the same language’ at a decision level. Irrespective of the biological specifics. And that generic competence extend through the life course, so that a sequence of decisions about contraception, birthing technique, and menopause management, as well as any morbidities that arise in the life course, can all be thought of and discussed socially within the same graphic structure.

Professionals already possess this generic decision literacy, so the task should be the simple one of recognising that it should be applied to their area of professional expertise, not just in their domestic life as a consumer. This does not mean writing off their other ‘knowledge capital’, but it does mean complementing it in order to engage with persons who do not possess it and are at risk of symbolic violence.

3. Reflections

While our focus is on the micro and meso levels, we can speculate about the wider systemic origins of the focus on this particular type of functional health literacy, rather than generic decision literacy. Among the most important macro origins would seem to be the demands for methodological rigour in studies used to justify policy level decisions with financial implications, such as on drug reimbursement or decision aid provision. The dually-personalised measures appropriate for person-centred care do not provide ‘hard’ criteria, able to be aggregated for groups. Possession, or not, of a proposed set of essential facts, especially about the improvements offered by a new drug or device, is eminently fit for purpose, given this purpose. But we question who should define what and how much information is important in person-centred care [11] and sug-
gest reconceptualising the person - previously known as patient [12] - as a researcher engaged in an n-of-1 study for optimal health behaviour choices [10].

Health informaticians interested in supporting person-centred decision making and care at all points in patient pathways, including health records and decision aids, need to acknowledge, accept, accommodate, and adopt MCDA-based approaches to transparently document, support, and evaluate healthcare decisions.

References

Enhancing Healthcare Provider Feedback and Personal Health Literacy: Dual Use of a Decision Quality Measure

Mette Kjer KALTOFTa, Jesper Bo NIELSENb, Glenn SALKELDb, Jack DOWIec
a Department of Public Health, University of Southern Denmark
b School of Public Health, University of Sydney
c London School of Hygiene and Tropical Medicine

Abstract In this protocol for a pilot study we seek to establish the feasibility of using a web-based survey to simultaneously supply healthcare organisations and agencies with feedback on a key aspect of the care experience they provide and increase the generic health decision literacy of the individuals responding. The focus is on the person's involvement in decision making, an aspect of care which is seriously under-represented in current surveys if one adopts the perspective of person-centred care. By engaging with an instrument to assess decision quality the person can, in the one action, provide a retrospective evaluation of a past decision making experience in a specific provider context and enhance their competency in future decision making in any setting. We see this as an exercise in context-sensitive educational health informatics.

Keywords. Informed choice; health literacy; person-centred care; empowerment; patient experience surveys; Patient-Reported Outcome Measure

Introduction

Against the wider backdrops of the Aarhus convention (http://www.unece.org/env/pp/treatytext.html) and other efforts to promote individual, societal and environmental health there are significant moves to increase person and citizen involvement in the promotion of health and provision of healthcare services. They take two broad forms.

On the one hand are initiatives emanating from providers responsible for health services at a community or national level, seeking to gain more and better information and feedback from patients viewed collectively, as a whole or as members of subgroup. Anonymised feedback in the form of satisfaction surveys has been the traditional source and these are now becoming even more prominent, while undergoing the much-needed revisions that take advantage of web-based technologies and rapidly increasing access to the internet. Most bodies now accept that self-reported ‘satisfaction’ is not an appropriate concept and replace it with requests for reports on the person's experience of specified events or actions. In recent years these wider surveys have been accompanied by efforts to increase 'user involvement' in top-level organisational and

1 Corresponding author. E-mail: mkaltoft@health.sdu.dk
research settings, representatives of patients or patient groups, or lay persons, being invited to the table. [1–3] Citizen juries, focus groups, and similar community-based arrangements, provide an intermediate mechanism, giving the possibility of deeper, if narrower, feedback than a survey, but remaining outside the responsible body.[4]

On the other hand are the initiatives that focus on the individual, seeing him or her as a person/patient seeking optimal health and healthcare within the existing system and organisational arrangements. These efforts have been initiated mainly by professional and academic groups, often in collaboration with patient organisations. Their aim is to provide better support to the person in the context of their personal health journey, some taking the form of information or decision aids, some mechanisms for emotional or social support.

There is clear overlap between the two and a few national organisations are now moving into the second area of personalised support through decision aids. However, the basic distinction remains valid and the following study protocol is based on the assumption that a connection can be made so that the individual can simultaneously contribute to the higher-level feedback process and benefit personally. This dual strategy is designed to minimise both cost and respondent fatigue and maximise the return to healthcare provider and person in relation to decision making quality.

The protocol focuses on decision making, because we see individual involvement in decisions as a central aspect of the quality of the person’s care experience and a key indicator of any organisation’s commitment to person-centred care. Using the MyDecisionQuality (MDQ) instrument we seek to show how the individual can, in one online survey, simultaneously contribute enhanced feedback to providers on past decisions and benefit personally from the increased generic health decision literacy that may improve the quality of their future health decisions.

1. Limitations of existing surveys

Surveys seeking patient feedback or assessments of patient experience typically suffer from at least three limitations from the perspective of person-centred care.

First, they are typically confined to eliciting ratings on a number of indicators. If these are weighted to produce an overall index, rather than left as a profile, the weights are supplied by the instrument developers. They are quite often simple equal weights as in the Patient Experience Questionnaire (PEQ) [5] subsequently cluster-analysed in Bjerknaes.[6] Only those built within the Dutch Consumer Quality Index (CQI) framework incorporate patient weightings into the assessment. [7] The condition-specific CQI instrument is [8] in fact two instruments. CQI Experience elicits ratings on each item. CQI Importance elicits importance weightings for each item, both on four point Likert scales. The percentage of respondents giving the lowest experience rating to an indicator is multiplied by the percentage giving it the highest weighting to produce a Quality Improvement Score for use in prioritisation. These are clearly group level results and we learn nothing about the individual level relationship between experience and importance.

Second, surveys underemphasise the person's participation in decision making. Remarkably neither the PEQ nor Bjerknaes paper contains the words 'decision' or 'preference'. The defence that this may not emerge from literature reviews or patient focus groups is not convincing. It is the product of long socialisation into the largely passive and disempowered status as a patient of a provider, a patient who is to be 'informed', 'communicated with', 'have things explained clearly', 'listened to attentively', 'treated with respect', 'taken seriously', etc.
The third limitation involves the restriction to patients' treatment experience within an illness care context and provider facility. This means omitting invitations issued to persons regarding screening, vaccination and other preventive actions. Our protocol, which involves dissemination to community residents as well as patients, rectifies this.

The protocol has been developed initially for the Danish context, where we already observe large scale and successful efforts in making Patient-Reported Outcome Measures the centre of an integrated electronic system [9]. But we see this Danish study as just one instantiation of a higher level 'proto protocol', adaptable and sensitive to other countries and settings, through translation to the professional, legal and ethical circumstances in the jurisdiction. In the Danish piloting we will offer both Danish and English versions of the DQ4ALL survey, embedding the MDQ instrument.

2. Objectives

To explore the feasibility and acceptability of the MDQ instrument to persons in the community to (i) provide feedback to providers on self-rated dually-personalised decision quality as a key aspect of the person’s health and healthcare experience, and (ii) increase the health decision literacy of the person in relation to evaluating past decisions and preparing for future ones.

3. Methods

The DQ4ALL is a randomised survey with two arms one of which includes MDQ. The randomization occurs at the point of access to the anonymous survey. Both arms elicit year of birth, sex and health status measure (EQ-5D) before responding to the Control Preferences Scale [10] and to recall one healthcare decision, taken in any setting (primary/secondary/community). They are then asked when this recalled decision happened (4 ranges), and whether it was about testing/screening), treatment (initiation, change, discontinuation), rehabilitation, or prevention (e.g. vaccination, lifestyle/behaviour change). At this point, they respond to the Satisfaction With Decision instrument [11] and the Control Preference Scale, both modified to apply to the recalled decision.

3.1 MyDecisionQuality (MDQ)

The MDQ instrument is then responded to in respect of the recalled decision. MDQ is a dually-personalised instrument based on Multi-Criteria Decision Analysis. [12] MDQ is generic in the sense that the criteria are phrased without reference to any particular decision or context. Information relating to the specific decision, must be provided outside the MDQ instrument, such as in the wider condition-decision support system in which MDQ will often be situated. [13]

The Ratings items for MyDecisionQuality appear below. (The Weightings are phrased as the importance of each criterion. Both are elicited on a 0 to 10 scale.)

OPTIONS: I was clear about the possible options for me and what they involve;
EFFECTS: I was clear about the possible effects and outcomes of the options for me;
IMPORTANCE: I was clear about the relative importance of the different effects and outcomes for me;
CHANCES: I was clear about the chances of the different effects and outcomes happening to me, including the uncertainties surrounding the best estimates;
TRUST: I trusted the information I have been given is the best possible;
SUPPORT: I was satisfied with the level of support and consideration I received throughout the decision process, especially in regard to communicating at my level.

CONTROL: I felt in control of the decision to the extent I wish.

COMMITMENT: I was committed to acting on the decision.

As with all implementations of the simple ‘weighted-sum’ version of MCDA, MDQ combines a set of importance weights for multiple criteria with performance ratings for each option on these criteria, and calculates the overall score as the expected value of eight criteria of decision quality. The MDQ Score, unique to the person and to the particular occasion, is shown with the partial contributions of each criterion to it displayed in segments; its weighting and rating are highlighted when the segment is touched or cursor is rolled over it. The resulting visual picture appears in Figure 1.

![MDQ screen](image)

**Figure 1** MDQ screen (in Annalisa implementation [12]) showing 8 criteria, Weightings, Ratings, and Score, with Score breakdown by criterion.

The respondent is also provided with insight into the priorities for future quality improvement by being shown the quality gains possible from improved rating on each criterion, weightings unchanged. For example, in figure 1 we can inform the person of the effect on their decision quality score of improving their rating on Importance, lowly rated at 0.3, given the relatively high weight of 0.188 they have assigned it. Achieving perfect rating on this criterion would increase their score by 0.7 x 0.188 or 0.132, equivalent to a 20% improvement. Feeding back the result of the same calculation for each of the criteria generates a personalised list of future priorities for decision making.

MDQ has been used as the primary outcome in a trial of two decision aids for the PSA screening decision in Australia [14]. Most relevantly here, the initial Danish version of the survey underwent some limited pre-piloting through a patient organization and medical department.

We will approach the Danish Knowledge Center for User Involvement in Health Care (ViBIS) to achieve a wide distribution of the survey among the residents of Denmark, including migrants.

### 3.2 Ethics

Since the survey is being distributed to persons in the community rather than patients, consent is by opting into its completion, and all data is anonymous, we expect no ethics approval will be required. Respondents will be able to give meta-consent to being approached in relation to this research by providing an e-mail address.
3.3 Health decision literacy

A final set of questions in DQ4ALL seek to determine whether completing it in relation to a recalled decision has helped evaluate or reevaluate that decision, and increased their perceived ability to enter into future decision making processes more fully and competently. In other words we seek to establish whether their perceived health decision literacy has been enhanced, by an implicit nudge of how to think proactively and more slowly. We do this by administering a subset of 6 items of the Preparation for Decision Making Scale relevant to this generic setting [15].

Health decision literacy is a wider and more diffuse concept than Decision Making Competence, though it can be seen as a background contributing factor. It has been the subject of extensive theorisation and measurement, notably by Fischhoff and colleagues.[16] They see it as a multidimensional construct, but show it is capable of being differentiated from general cognitive ability.

4. Analysis and Results

For feedback to provider purposes a range of descriptive statistics relating to the rating, weighting and scores for MDQ will be produced at group and subgroup level. These will be subjected to latent class analysis to determine the existence of preference-based clusters. Both the individual and clustered results will be regressed on sociodemographic and other characteristics, including type and location of the recalled decision, as part of a hypothesis generation, not hypothesis testing, process.

To assess the impact on perceived effect on generic health decision literacy we compare the responses to the subset of items of the preparation for decision making scale.

For those who have experienced the MDQ arm there will be further analysis of the perceived usefulness of the MDQ score and prioritisation suggestions.

Since all the responses are online, web-logging will enable analysis of the time spent on individual pages of the survey, as well as total time spent. This data will supply additional variables for analysis in both the feedback and literacy contexts.

5. Conclusion

In this pilot study we seek to establish the feasibility of using a web-based survey to simultaneously supply healthcare organisations and agencies with feedback on a key aspect of the care experience they provide, and increase the generic health decision literacy of the individuals responding. The focus is on the person's involvement in decision making, an aspect of care which is under-represented in current surveys from the perspective of person-centred care. By engaging with an instrument to assess decision quality the person can, in the one action, provide a retrospective evaluation of a past decision making experience in a specific provider context and enhance their competency in relation to future decision making in any provider setting. We seek to combine organisational and educational health informatics in a context-sensitive way.

Acknowledgments

Mette Kjer Kaltoft’s PhD study is funded by the Region of Southern Denmark, The Health Foundation, and the University of Southern Denmark.
References


*Note. This document includes correction of referencing from the published version.